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Abstract

An analysis of mirrored discs and of RAID5 shows that mirrors have considerably better throughput, measured as requests/second on random requests of arbitrary size (up to 1mb).  Mirrors have comparable or better response time for requests of reasonable size (less than 100kb).  But mirrors have a 100% storage penalty: storing the data twice.  Parity striping is a data layout that stripes the parity across the discs, but does not stripe the data.  Parity striping has throughput almost as good as mirrors, and has cost/gb comparable to raid5 designs -- combing the advantages of both for high-traffic disc resident data.  Parity striping has additional fault containment and software benefits as well.  Parity striping sacrifices the high data transfer rates of raid designs for high throughput.  It is argued that response time and throughput are preferable performance metrics.
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Appendix: Spreadsheets Corresponding to the Graphs

Introduction

Disc arrays have traditionally been used in supercomputers to provide high transfer rates by reading or writing multiple discs in parallel [Kim].  Rather than getting 2mb/s from a single disc, applications are able to read or write N discs in parallel by striping data across the discs thereby getting a transfer rate of 2Nmb/s.  The striping unit can be a bit, a byte, a sector, a page, a track, or any larger granule.  If the striping unit is a block, then the ith logical block maps to physical block i/N˚of disc i mod N.  The whole array of N discs is treated as a single large fast disc. Reading or writing the group of N blocks {DNi, DNi+1,...,DN(i+1)-1} can be done in parallel using a single disc rotation.  If the
read is not aligned to an N block boundary, or if the read involves more than N tracks, then multiple disc rotations will be required to complete the read.
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Figure 1: Striping data across three discs of B blocks each forms one large logical disc of 3B blocks.  A sequential  read or write of data D0, D1, D2 can proceed in parallel at three times the data transfer rate of a single disc.   

In the last five years, the idea of using part of the array capacity to mask discs failures has become quite popular.  The most common example of this parity approach is found in the IBM AS400 [AS400].  The idea is most clearly explained in [Patterson] which coined the term RAID (Redundant Arrays of Independent Discs), and discussed several design alternatives.  A typical data layout of a raid5 disc array is as follows (see Figure 2):

•  Sacrifice  EQ \b(\f(1,N+1)) th of the disc space to parity by acquiring N+1 discs of B blocks each.

•  Logical block i maps to physical block i/N˚
of disc (i mod (N+1)+j),  for i = 0,1,.., NB-1 
where j  = 0 if i mod N < i mod (N+1)  else j = 1.
•  The parity block Pi  for logical blocks  
{DNi, DNi+1,...,DN(i+1)-1} 
is block iof disc i mod (N+1).

The effect of this mapping is to create a helical pattern of parity running through the disc array (see Figure 2).  Requests to the logical disc are spread among the N+1 physical discs.  Small requests involve only one or two discs, while multi-block requests may involve several discs and benefit from the sum of their bandwidth.
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Figure 2: The raid5 approach to striping data and parity on three discs of B blocks each.  The parity blocks are labeled by P0, P1,...while the data blocks are labeled D0, D1,..., D(2B-1).  The resulting logical disc has 2B data blocks protected by B parity blocks.  Parity block P1 is maintained as D2 XOR D3.  A sequential  read of data D0, D1, D2 can proceed in parallel at three times the data transfer rate of a single disc's data transfer rate, while a write of D0 and D1 can proceed at twice the rate of a single transfer while writing P0 = D0 XOR D1 in parallel.
A raid disc controller protects against damaged blocks and disc failures as follows (see Figure 3):

• When reading the logical group of blocks
{DNi, DNi+1,...,DN(i+1)-1}, if any single block is bad (based on ECC or device error), that block can be reconstructed by the xor (exclusive-or) of the good blocks with the corresponding parity block.

•  When writing any subset of the logical group of blocks {DNi, DNi+1,...,DN(i+1)-1}, the corresponding new parity block must also be computed (xor of the logical blocks) and written.
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Figure 3A : The data flow of writes to RAID showing the reading of old parity and old data from disc to compute the new parity.  This can easily be done in one rotation, as the discs rotate if the spindles are synchronized.   If the spindles are not synchronized, the data must be buffered, but the parity can still be computed in one rotation. The new data and parity are then written during the second rotation. 
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Figure 3B: The data flow of a read of a damaged block from a RAID. The value of damaged block D4 can be reconstructed  from the other discs (D4 = D5 xor P2).

Traditionally, fault tolerant-disc storage has been implemented using duplexed discs (aka. mirrors (Tandem) or shadows (DEC)) [Katzman].  The idea of mirroring is to tolerate any single fault by using dual ports, dual controllers, dual paths, and dual discs which store exactly the same data.  When data is written, it is written to both discs.  When data is read, it is read from either disc.  If that read fails, the other disc is read and the bad-spot on the first disc is spared and rewritten.
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Figure 4: The mirrored disc approach to fault-tolerant storage places identical data on a pair of discs, accessible from fault-tolerant hosts via dual disc controllers and via four data paths.  This gives a single logical disc of B blocks.  Reads go to either copy of the data, writes go to both copies.
 Mirrored  discs have a major drawback:  cost.  If you buy 2N discs of B blocks each, you can only store NB blocks of data, a 100% storage overhead.  In addition, a write intensive application must write each update to two discs and so pays a 100% write penalty.  Actually, it is slightly worse than 100% since one must pay for the longest seek of two disc arms.  These arguments seem a high price to pay for reliable storage, and explain the interest in RAID systems.  

There are some mitigating circumstances that make mirrors slightly more attractive: random reads of blocks Bi  and Bj can seek, rotate, and transfer in parallel.  So, for read intensive applications mirrored discs give approximately twice the throughput of a single disc.  In fact, due to the shortest-seek optimization, mirrored discs may give slightly better than twice the performance of a single disc on read intensive applications [Bitton1].  

Figure 2 paid no attention to processor failures, path failures, or controller failures.  But controllers are no more reliable than discs these days.  In fact, a truly fault-tolerant RAID design should look like Figure 5.  In order to tolerate  single controller failures, the host must be able to ask the second controller to retry the write.  The issue of controller failures has not been discussed in the literature, but it is essential to making a fault-tolerant store.  In addition, fault tolerant disc arrays are generally configured with a spare drive which receives a reconstructed copy of the failed drive within a few hours of the failure -- this is generally called an N+2 array scheme.  The standby spare minimizes the repair window, and so improves the array mean time to data loss  [Schulze].  With a correct implementation of these two issues,  an N+2 disc array offers fault-tolerant storage comparable to mirrored discs but with high data transfer rate and approximately a 40% cost savings measured in $/GB (for a 10+2 array).
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Figure 5: The raid5 approach configured for single-fault tolerance.  This includes dual processors and dual controllers along with four paths to each disc so that there is no single point of failure.  In addition, to deal with controller failures, the controller must have a "retry interface" that computes new parity from the new data and from unaffected data.  A spare disc is configured so that a failed disc can be quickly reconstructed.  Otherwise, the failure of a second disc in the array will result in lost data. Generally, arrays are configured with eight or more drives to amortize the cost of storing the parity across many drives and the high fixed cost of the dual controllers.  In this article, we assume a 12-drive complex.

The retry logic to deal with controller and path failures is best described by the case of writing a single block Di.  If the write fails, the disc contents of block Di and its parity block Pj are suspect (may have been partially written).  The host asks the second controller (Figure 5) to retry  the write of Di.  Retry is a special controller operation which computes the new parity by reading all other blocks of the stripe (all except old Di and old Pj) and xoring them with with the new data block Di to produce the new parity block Pj (see Figure 6).  During the second rotation, the controller writes the new data and new parity blocks (Di and Pj.).  This idea easily generalizes to multi-block writes
.   
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Figure 6: The retry logic for RAID and parity stripe on path and controller failures. The second controller reads and xors the undamaged blocks with the new data to compute the new parity; all in one rotation.  Contrast this to Figure 3.A which reads old  D4 and old parity.

Why Striping and RAID Are Inappropriate for OLTP Systems

The RAID idea has caused most computer designers to reexamine their disc subsystem architecture.  As a result  the classic disc striping idea is excellent for supercomputers and has been added as an option for the scientific community in IBM's MVS, Amdahl's Unix, and DEC's VMS.  But the surprising result is that the business applications community (e.g. databases) have generally concluded that RAID is not appropriate for their applications because they don't need the bandwidth, they don't need the extra storage capacity, and they cannot afford to use several disc arms to service a single request.  These three surprising observations are elaborated in the next paragraphs. 

Why  they don't need the space: As Gelb points out [Gelb], most IBM disc farms are 50% empty: 25% is unused to allow files to grow, but  another 25% is unused because putting too much data under a disc arm results in long queues of requests for that data.  If these customers could buy infinite capacity discs for the same price, most would not be able to put more than  a giga-byte of data under each disc arm.  So that is why they do not need extra space -- they can't use it
. 

Why they don't need the bandwidth: Supercomputers may be able to absorb data at 40MB/s, but most computers cannot.  First, the IO channels of most computers run at 1MB/s to 5mb/s burst rates, and actual data rates are typically half that.  So the array controller cannot deliver data to the host or application very quickly.  One way to circumvent this is to do the striping in the host: the processor reads via multiple channels in parallel.  This is how the IBM, Amdahl, and DEC implementations of striping work.  In such a multi-channel design the host becomes the raid controller and does the parity work. Having the host compute the XOR of the data is expensive in host processing cycles.  In fact the host implementations mentioned above do pure striping for bandwidth rather than maintain raid parity.  Perhaps more to the point, most applications cannot scan structured data at 40MB/s.  Scans, sorts, and other structured access to data typically process a few thousand records per second [Schneider].  At 100 bytes per record and 1k instructions to process each record, a 10MIP processor consumes data at 1MB/s -- well below current device speeds of 4MB/s.  So, the bottleneck for Cobol and SQL applications is not disc transfer rate, unless they are running on processors of 50MIPs or more, and have IO channels rated in excess of 5MB/s.  Device speeds are likely to improve as processors become faster, so only limited degrees of striping will be needed.

Why they can't afford to use several disc arms on a single request:  Disc service time on typical commercial, timesharing, and transaction processing applications is 50% queueing, 17% seek, 17% rotation, and 17% transfer [Scranton].  A RAID slaving all the disc arms together reduces the transfer time, leaves the seek almost unchanged, doubles the rotation time on writes, and makes the queueing much worse (since there is only one service center rather than N+2 service centers).  As pointed out above, most commercial applications are disc-arm limited; customers buy discs for arms rather than for giga-bytes.  If , as in raid5, the array does not slave the arms together and allows small transfers, then  the array still consumes more arm resource because a raid5 seek involving M of the N arms is much slower than a 1-arm seek (see [Bitton] or Figure 9).  More importantly, RAID5 writes require an extra rotation; thereby adding 34% (17ms) to write service times and driving up device utilization and queueing [Scranton].  Figures 10, 11, and 12 quantify  this argument in terms of requests/second processed by a disc array vs the same hardware configured as a mirrored array.  

In fairness, this discussion focuses on traditional applications (ones that access structured records), rather than applications that simply move data in bulk (like image processing, real time video, and so on).  In addition, it ignores utility access such as disc-to-tape copy and operating system program loading, dumping, and swapping.  Each of these applications simply move the data and so are not processor limited; rather, they are limited by channel and device speeds. If the channels ran at more than 10mb/s, then these applications would benefit from the high transfer rate of stripe and raid schemes.  In fact, the software implementations of striping are currently being used primary by scientific applications to quickly load images and tables into memory, and to swap large address spaces. 

In addition, we are assuming medium capacity discs (say 1gb/drive), and consequently high activity on the disc arms.  If we assumed four times smaller discs (say 250mb/drive), then the request rate per drive would be reduced by a factor of four and our arguments about buying discs for arms rather than for giga-bytes would be incorrect.  If four small (3.4inch) discs and their associated power, controllers, and cabinetry have a price comparable to a single "large" (5.25 inch) disc and its support logic, power and cabinetry, then the arm contention arguments above do not apply.  However, we do not forecast the necessary  4:1 price advantage for small capacity discs -- both device categories are likely to have small form factors (5.25 inch or less), and are likely to be commodity items.  

Parity Striping: Cheap Reliable Storage Plus High Throughput

As explained above, many applications would be willing to pay 20%  disc space penalty for reliable storage but they cannot afford to spend disc arm time.  Parity striping is a compromise devised for such applications.  A parity stripe system involves N+2 drives and involves parity much as the RAID schemes do.  But the parity is mapped as large contiguous extents, and data is not striped across the discs at all.  The basic idea is that an N+2 array of discs looks like N+1 logical discs plus a spare (in a RAID5 scheme it looks like one logical disc with many independent arms).

In a parity-striped disc array, if each disc has B blocks, the last P=B/N blocks of each disc are reserved for parity, the other blocks hold data (see Figure 7).  So each disc has D=B-P  logical blocks and P parity blocks.  The data is mapped as
:

•  Logical block i of disc j is physical block i of disc j     

                                      for i = 0,...,D-1; j = 0,...,N.

•  The parity block for block i of disc j is block 

     D+ (i mod P) of disc (i/P˚k) mod (N+1) 


where k = 0 if i/P˚< j else k = 1.

The complication of k in the above equation is needed to avoid  a disc containing one of its own parity blocks -- if disc j fails, its parity must reside on the remaining N discs.  

In the normal case all discs are available.  When a read request arrives,  it goes to a single logical disc and a single physical disc.  When a write request arrives, it also goes to a single logical disc.  That logical disc is represented by one of the N+1 disc data areas and by the parity areas on the other N discs.  The number of blocks on a logical disc (D) and and the number of blocks in the parity area (P) are large (typically 106 and 105 respectively) compared to the number of blocks in a request  (typically less than 10.)  So most (99.9%) of the requests involve only one parity area.  This means that virtually all write requests use only two disc arms -- much as writes to mirrored discs do.  So parity striping gives the low-cost/GB of RAID with the low device utilization and consequent high throughput of mirrors -- the only penalties being the extra revolution needed for the writes to compute parity, and the more complex controller to compute the parity.

As Chen argues [Chen],  one can configure raid5 with very large striping units, say a cylinder of 1mb.  In that case, almost all read requests to the raid5 array will involve only one disc, and almost all writes will involve only two discs.  But if smaller striping units are used , for example a 32kb disc track, then many multi-block requests will intersect the 32kb boundaries and so will involve more than two discs.  This logic seems to force a stripe size at least ten times the typical request size.  Such coarse raid5 configurations will have the same throughput characteristics as parity striping.  But such configurations have almost completely abandoned the high parallel transfer rates, and have none of the other advantages of parity striping described later (fault containment, smaller logical discs, software migration).

An Analysis of Mirrors, RAID5, and Parity Stripe Performance
The following is a fairly tedious analysis of the three designs.  It is summarized in of Figures 10, 11, and 12.  Analytic formulae are developed for the average device utilization and average zero-load response time of read and write operations.  The analysis covers the no-failure case.  It assumes an N+2 array of discs configured as a RAID5 with spindle synchronization, vs the same discs configured as a parity stripe array with a spare vs the same N+2 disc complex configured as  EQ \f(N+2,2)  mirrored pairs.  The next section presents the performance of these three reliable storage configurations on a 10+2 array and compares them to the same 12 discs configured as a standard disc farm.  

In order to compare the three designs, we assume discs have the properties of a "modern disc" as described in Table 1.  Later we will consider how the conclusions change when a "future disc" is introduced. 

Table 1 Performance characteristics of hypothetical discs.


Modern Disc [Chan]
Future Disc [Kryder]

capacity:
1GB
1gb

cylinders:
1000
7000

block size:
1KB
1kb

max_seek:
30ms 
20ms


rotate:
3600rpm
6000rpm


transfer_rate:
2MB/s
6mb/s


device utilization:
50% avg
50% avg

The analysis assumes infinitely fast processors, channels, and controllers (so that the array parity computation time is zero), and assumes uniform access to data pages.  At the beginning of each request, the arms are randomly arranged. This models a typical multiprogramming mix.

Disc seek time is a function of distance (cylinders traveled).  For the modern disc traveling across  20% of the cylinders, the arm is constantly accelerating or decelerating and so is modeled by a square root function.  Beyond 20%, it is modeled by a linear function.  To within 5%, the seek time of Tandem's XL80 discs is approximated by the formula:

seek_time( EQ \f(distance,cylinders) ) = 


if distance < cutoff
then  5+ .64 EQ \r(distance) 


else 14 +  EQ \f(distance - cutoff,50) 
where cutoff is 20% of the disc cylinders.  Figure 8 shows how well the equation fits the observed seek behavior of these drives [Chan].
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Figure 8: Comparison of analytic seek time model and observed.  A maximum error (5%) occurs near 100 cylinders, otherwise the curves are almost identical. 
It is convenient to have a formula for the expected seek distance of A arms to one particular cylinder.  Assuming each arm is initially randomly positioned [Bitton1] derives:

 seek(A) = cylinders • ( 1 -   EQ \f(2,3)  •  EQ \f(4,5)  •  EQ \f(6,7)  • • •  EQ \f(2A,2A+1)   )  
(1)

The table and chart for seek(A) on the "modern disc" of Table 1 is:

	expected seek  time vs arms 

	arms
	expected seek cylinders
	seek time (ms)

	1
	333
	17

	2
	467
	19

	3
	543
	21

	4
	594
	22

	5
	631
	23

	10
	730
	25

	15
	777
	26

	20
	805
	26
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Figure 9:  A table and graphs showing the seek time penalty of using multiple disc arms in a request.

Mirrored Discs: The analysis of access to mirrored discs is taken from [Bitton1].  A read must seek one disc to the target cylinder.  Ordinarily this would be seek(1), but using the closest arm reduces seeks to approximately 1/6 of the surface rather than the 1/3 typical of unmirrored discs. This takes approximately 13ms rather than the 17ms seek of a single arm disc.  This is modeled as .8•seek(1) here, but the real equation is used in the spreadsheet and graph.  After the seek,  the disc must rotate half a revolution on average before the desired data comes under the disc read head.  Finally, the transfer begins at the device transfer_rate and lasts for request_size/transfer_rate seconds. So the response time of a mirrored disc read request is:

 mirror read time (elapsed seconds):
(2)


.8 • seek(1) + rotate/2 + request_size/transfer_rate 

Since only one disc is involved in the transfer, this is also the device-busy time.

mirror read cost (disc seconds):
(3)

.8 • seek(1) + rotate/2 + request_size/transfer_rate

Mirrored writes must seek both disc arms, then must wait half a rotation and then transfer.
mirror write time (elapsed seconds):
(4)


seek(2) + rotate/2 + request_size/transfer_rate

Since two devices (discs) are occupied during this time, the device-busy time is:

mirror write cost (disc seconds):
(5)


2 • ( seek(2) + rotate/2 + request_size/transfer_rate ))

The analysis assumes that the two writes are done in parallel on spindle synchronized discs (rather than writing the first disc and then the second, sometimes called serial writes).

Parity Stripe Discs: For parity striping, the read equations are almost exactly the same as for mirroring -- except that parity stripe reads do not get the shortest seek optimization of mirrors.  Parity stripe reads seek 1/3 of the disc rather than the 1/6 typical of mirrored disc reads [Bitton1].  The read equations are: 

parity stripe read time (elapsed seconds):
(6)


seek(1) + rotate/2 + request_size/transfer_rate

Since only one disc is involved in the transfer, this is also the device-busy time.

parity stripe read cost (disc seconds):
(7)

seek(1) + rotate/2 + request_size/transfer_rate

The parity stripe write equations are more complex because the relevant parity disc(s) must first be read, the old data xored out, the new data xored in, and then the new data and new parity can be written in parallel as a unit.  As argued before, all but .1% of the write requests involve only one parity stripe.  So the analysis here just accounts for the common case. The write seek must move both arms as in the mirrored read.  Then the disc must rotate .5 revolutions before the data begins.  Then the disc must rotate one revolution to compute the new parity (read the old parity and data from disc and xor them with the new data).  So there is a 1.5 revolution wait before the write transfer can begin. 
parity stripe write time (elapsed seconds):
(8)


seek(2)+1.5 • rotate+ request_size/transfer_rate)

and since two devices are used, the device busy-time is:

parity stripe write cost (disc seconds):
(9)


2 • ( seek(2)+1.5 • rotate+ request_size/transfer_rate ) 
RAID5: For RAID5 discs, a read of S striping units involves A discs, where S = request_size/block_size and A = min(S, N+1) .  These discs must all seek, then rotate, and then the read transfer can begin.  The seek time is the max of the seek times of each disc.  Once the seek completes, the read waits for an average rotation and then can transfer at a  rate of A • transfer_rate.  So the response time for a RAID5 read is: 

RAID5 read time (elapsed seconds):
(10)


seek(A) +  EQ \f(rotate,2)  +  EQ \f(request_size,A • transfer_rate) 
Since A discs are involved in the transfer, the device-busy time is A times the service time:

RAID5 read cost (disc seconds):
(11)

A•(seek(A)+  EQ \f(rotate,2)  + EQ \f(request_size,A • transfer_rate) ) 

For writes, an extra disc is involved if A < N+1, so define A' = min(S+1,N+1).  The A' discs must all seek, rotate to the parity, and then the parity must be read and the new parity computed during a rotation.  Then a write of the data can be done at the high transfer rate.  The equations are:

RAID5 write time (elapsed seconds):
(12)


seek(A') +1.5 • rotate +  EQ \f(request_size,A • transfer_rate) 
RAID5 write cost (disc seconds):
(13)


A' • (seek(A') + 1.5 • rotate +  EQ \f(request_size,A • transfer_rate) ).

This analysis ignores several important phenomenon:

•  The parity areas are likely to be warmspots; they get N times the update traffic of other parts of each disc.  Half of all the write traffic goes to the parity area of each disc -- in a 10+2 array, 50% of the writes go to 9% of the data.  So there may be queueing on writes to the parity areas in the parity stripe and raid5 schemes.  

•  In the raid5 schemes, a request is for a particular sequence of A of the N discs.  This tends to make raid5 reads and writes of more than 2 discs interfere with one another much more than they would in a mirrored or parity stripe scheme.  So it may be difficult to run each disc at 50% utilization.

•  The analysis is for the no-fault case.  In case a block or disc fails, the load on each other disc approximately doubles (driving them to 100% utilization if they were 50% utilized before!).  In a mirrored disc scheme, the failure of one disc causes the load on its mirror to increase by the read traffic.  So a mirrored pair running with ten logical reads and ten logical writes per second places a 15 request/second load on each drive. When one drive fails, the other now must carry all 10 reads and so gets a 20 request/second load, a 33% increase rather then the 100% increase of disc arrays.  Using the "modern disc" numbers of Appendix 1 on 16kb requests, this would move the mirror from 44.5% utilized to 54% utilized.

All these shortcomings in the analysis tend to give optimistic estimates of raid and parity stripe throughputs compared to mirrored schemes.  The only assumption here unfavorable to RAID is the assumption that requests are not aligned to the array geometry.  If requests are aligned to N • B boundaries and are in units of N • B bytes, then no extra rotations  are needed to compute parity.  On the other hand, if the transfer is very large and involves multiple rotations, the analysis here assumes the subsequent aligned transfers do not require a parity read, and indeed the analysis does not charge for the extra rotation that will generally be required to write the unaligned suffix of such a large transfer.  We believe it unreasonable to expect applications to be aware of disc geometry.

Applying the Analysis to a 10+2 array

Equations (7)-(13) can be used to compute the minimum response time (zero load response time) for an array of N discs configured as mirrors, parity stripe, or RAID5.  In this analysis, the number of discs is held constant and the request size is varied from small (one block unit = 1kb) to large (1MB) in powers of 2.  For simplicity, only the pure read case (only read requests), and the pure write case (only writes) are analyzed, rather than a mix of reads and writes.  Also, rather than looking at a mix of request sizes, the analysis looks at workloads of constant request size and simply grows the request size by powers of two.  These simplifications make the analysis tractable (trivial). We believe that elaborating the model to include these refinements would not change the conclusions.  

A second issue is how the array behaves under load.  Assuming that the discs are run at 50% utilization,  a 10+2 disc array will use 50% of 11 discs (recall that the spare disc in the array does not provide service) giving 5.5 disc seconds of service per second; while mirrored disc will use all 12 discs and give 6 seconds of service per second.  So equations (7), (9), and (13) imply the array throughput in each case.  

In looking at the following figures, realize that application disc requests are typically less than 10kb today, while utilities issue requests in the 50kb range.  Larger transfers are rare, because they monopolize the IO subsystem with little benefit.  Rather, large transfers are typically broken into multiple "small" 50ms transfers so that truly small transfers can be serviced during the gaps between the large transfers.  This allows a kind of priority scheduling of devices and paths, and at 50% utilization suggests that the average response to a disc request will be about 100ms.  A virtue of striping is that it can transfer much more data in these 50ms windows by doing parallel transfers from each disc.  But, to repeat: current software typically operates in the first columns of these graphs (less than 10kb requests), next generation software is likely to be in the second columns (10kb to 100kb).  The high transfer rate of RAID5 only begins to dominate at the high-end of this range, and so is a poor design for traditional applications.

Also realize that the fine (1kb) striping unit was chosen to show the extreme case.  If we had chosen a 1mb striping unit, then raid5 and parity stripe would have virtually identical performance curves.  So, the real point of this section is that fine granularity striping is a bad tradeoff for oltp systems.  This echos the conclusions of [Chen].  Given that parallel transfers are not used by raid5 in oltp applications, the next section argues the merits of parity striping over raid5 in terms of benefits other than performance. 

The Read-Only Case

Figure 10 shows the read performance of RAID5, mirrors, and disc striping.  An array of 12 standard discs has approximately the same read performance as mirrors, and so is not shown.  The Appendix has the actual data.

Figure 10 indicates that for small transfers (less than 32KB) the shortest-seek benefit of mirrors gives them a distinct advantage over striping which must seek over 1/3rd of the surface rather than 1/6th as in mirrors [Bitton1].  After the request size exceeds about 24kb, the high transfer rate of RAID begins to dominate -- and raid5 shows considerable response time benefit.  The throughput of disc arrays is not attractive in any range because each large request consumes seek and rotation time on multiple discs.  The raid5 throughput curve drops steeply until all discs are involved in each request and then holds approximately constant for request sizes between 11KB and 256KB.  In this range, the array throughput is typically five times worse than either the mirror or parity stripe throughput (see Appendix 1).  Throughout the range, mirrors have a slight advantage over parity stripe because they benefit from the shortest seek optimization, and because they can use all 12 disc arms.

The model does not include the obvious optimization form mirrors: splitting large reads in half and sending half of the read to each arm.   Using this optimization for reads of 64kb or more would slightly degrade throughput but would give mirrors some of the response time advantages of the raid5 scheme.   The Tandem sequential scanning software includes this optimization.
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Figure 10: Log-log plots of the read performance of the three disc architectures vs request size.  The RAID5 striping unit is assumed to be 1kb, the discs are assumed to be spindle synchronized, the requests are assumed  uniformly distributed to all locations.  The discs are run at 50% utilization to compute the throughput.  A conventional array of 12 discs would have read performance similar to mirrors.

The Write-Only Case

The picture for writes is not much different.  For small transfers (those less than 64kb), mirrors have better response time and throughput than do the other kinds of arrays (because they avoid the extra rotation needed for parity stripe and raid).  Looking at throughputs (requests/second), mirrors consistently outperform any kind of striping because of striping's rotational penalty.  In the 10kb to 100kb range, mirrors service five times as many requests as raid5 discs.  These charts show the virtue of parity striping. At a relatively minor cost (50% more response time and ~30%  less throughput), parity striping gives the the low $/GB cost of RAID5 without the 500% r/s throughput penalty.  Using the array as a standard disc farm (no reliable storage) gives approximately the same minimum response time as mirrors (the mirror seek time seek(2) of Figure 9 rather than seek(1)), but standard discs give twice the throughput since they use only one arm per write.  At 16kb requests: the write throughput of a mirrored drive is 46% of a standard drive, the write throughput of parity striped discs is 29% of standard, and the write throughput of RAID5 is 9% of standard (see Appendix). 
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Figure 11: Log-log plots of the write performance of the three disc architectures vs request size.  The discs are assumed to be spindle synchronized, the requests are assumed uniformly distributed to all locations.  The discs are run at 50% utilization to compute the throughput.  Standard shows the throughput of the array used as 12  independent discs.  Standard disc writes have approximately the same minimum response time as mirrored writes.

Analyzing A High Performance Disc

One might object that these results are dependent on the disc technology; that the conclusions would be very different if the discs were much higher performance, or much lower performance.  Examination of equations (2)-(13) shows this is not so.  We have looked a many kinds of discs, and include here the curves for the "future disc" of Table 1 which seeks and rotates about 70% faster, and has three times the data transfer rate.  The curves for that disc are given in Figure 12 and show the same pattern:  mirrors have the best response time and throughput below 32kb, fine granularity striping to get parallel transfers is a poor response-time tradeoff, and so coarse striping in the style of parity striping or [Chen] is very attractive if the goal is low cost per reliable gb.  Looking at the second spreadsheet of the Appendix, at 16kb request sizes, raid5 has about a 1000% throughput penalty compared to mirrors, and parity striping represents a compromise -- providing reliable storage with throughput only 40% worse than mirrors.
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Figure 12: Log-log plots of the performance of the three disc architectures vs request size.  The discs are  assumed to be higher performance (12ms seek, 6000rpm, and 6MB/s transfer) than the discs in the previous charts.  These charts still indicate a preference for mirrors over RAID5 if throughput is the goal.

Other Benefits of Parity Striping

The argument made so far for parity striping over raid5 has been in terms of performance one. But one could simply use raid5 with a stripe size of  EQ \f(B,N+1)  and get the same effect. [Chen].  So why bother with parity striping?  Parity Striping has several advantages over a traditional raid5 design -- even when it is configured with large (say 1mb striping units).  In fact the idea of parity striping grew out of attempts to fit a RAID5 into a Tandem system.  Parity striping circumvents some of the problems we encountered with a traditional raid5 approach.  These problems include:

1. Archiving a Giant Disc: Since the data is spread across all the discs, archiving software must copy the contents of the entire array, rather than just one spindle.

2. Operations with a double failure: When a second disc in the array fails during the repair window, the entire array is damaged and must be restored from the archive (see 1 above).  The restoration of a giant disc (say 11GB) from a tape drive at 3mb/s will take an hour vs the five minutes needed to restore a single drive.  Agreed, this only happens rarely, but when it happens it is a big event. 

3. Load balancing: Load balancing of requests across a raid array is not controllable: in particular one cannot place two different files on two different discs unless the file system does some very complex arithmetic. Rather, one must hope that striping does not cause bad interference.  This is the converse of most raid arguments which point to the automatic load balancing that comes from spreading all files across all discs. If coarse striping units (say 1mb) are chosen for raid5, then the load balancing benefits claimed for raid disappear since hotspots tend to be of that size, but the ability to manually control the location of files does not return.   

4. The software problem: Introducing a new disc which is an order of magnitude larger and which processes ten times as many requests per second will break most software designs.  Here is a partial list of Tandem software  problems presented by a 10+2 array of modern drives.  We believe that MVS, VMS, and most Unix implementations have similar problems.

• The disc server software uses 31 bit addressing for the disc cache (disc buffer pool) -- this limits the disc cache to 2GB.  So a disc array of will have a limited cache size compared to six mirrored disc servers with a 12gb aggregate cache.  In fact, due to fault tolerance, and to some data structures the current Tandem disc cache is limited to 56mb per logical drive so this problem is quite extreme.  Main memory databases will only be able to use 56mb of any size array. 

• The software uses 32 bit addressing for files, and uses partitioning of files across discs to get file sizes up to a Terabyte.  If the array appears to be a single logical disc, it will be impossible to fill it with one large file.

• The software assumes that there are frequent operations (e.g. read and write) and rare operations (e.g. b-tree split, update directory, and so on).  Frequent operations run in parallel and typically execute in cache.  Rare operations acquire a semaphore to simplify concurrency and fault tolerance.  With eleven discs viewed as one, rare operations will be eleven times more common.  This will likely cause bottlenecks on the semaphores.  In particular: the disc directory is stored as a single file and updates to it are covered by a semaphore and some elaborate fault-tolerance logic.  If the directory update rate increases by an order of magnitude, the current logic will bottleneck and will have to change.

5.  The bandwidth problem:  Building controllers and channels that can run at 100MB/s is non-trivial.  Current controllers and channels run one or two orders of magnitude slower than this. For the uninitiated, IO channels are like LANs but operate at mega-bytes-per-second rather than mega-bits-per-second.  A 100MB/s channel is about 1000 times faster than LANs like Ethernet.  In addition, many applications can't use the high bandwidth until processors of 100mips or more are commonplace.

6. Exotic Controllers: Rather than using standard controllers (as with mirrors), disc arrays depend on exotic controllers and spindle synchronized discs.  In addition, they require complex controller logic (software) to retry the operation via a second controller if the first controller fails.  Such exotic controllers will not be cheap and may adversely affect the price advantage of disc arrays when compared to mirrors using standard controllers.

7. Performance with a single failure: When a single disc in the array fails, the load on the remaining discs doubles.  With mirrors, when one disc fails the read load on the mirror doubles, but the write load is not changed.  So the net change in load is typically a 33% increase on one drive rather than 100% increase on 10 drives.  The real story is even worse than this since the reconstruction of the lost disc on the spare disc will add to the load.

8. The parity hotspot problem: Half the update traffic of each disc is parity updates.  In the 10+2 array, half of the updates go to 10% of the data.  This may make the parity areas hotspots, further exaggerating the load balancing issue (problem 3 above).

Parity striping exploits problem 5, sacrificing bandwidth to solve problems 1, 2, 3, and 4.  We have no answer for problems 6, 7, and 8.  Perhaps experience will show that these are not really problems after all.  After all, problem 4 is  just smop (a simple matter of programming). 

Parity striping solves the giant disc problem (1 above) by making each physical disc a smaller logical disc.  So the 10+2 array looks like eleven logical discs each containing 1gb.  The data of these logical discs can be archived and restored independently.  The parity can be reconstructed from the other discs and so need not be archived.  

If two discs of a parity stripe array fail, then the data of those two discs must be restored from the archive.  But the data on the other N-1 discs is still available for reading and writing (solving problem 2 above).  In particular the file directory and B-trees of each surviving logical disc are still intact.  So parity striping has better fault containment than raid5 designs.  Double failures are a rare event if everything goes well (once in 500 years according to [Schulze]).  But when such failures happen they will be an big event. 

Ignoring the parity hotspot problem (problem 8), load balancing an N+1 parity stripe disc is just like load balancing a N+1 array of standard or mirrored discs (problem 3 above).  

A parity striped disc array looks like N+1 modern discs to the software, and so should introduce minimal software disruption beyond the need to retry via the alternate controller if the first controller fails. This is a relatively minor and isolated change to the software.  So parity striping solves many of the software problems posed by reliable disc arrays (problems 4 above).

Summary

Perhaps a better way to look at this whole argument is:

1.
Parity striping is just a variation of raid5.  The parity techniques, recovery techniques, reliability analysis, and hardware requirements are the same for both schemes. All that differs is the way the data is mapped to the disc array. 

2.
For a large class of applications, a large stripe size (say  EQ \f(B,N+1)   ) is appropriate [Chen].

3.
Given (2), the high parallel transfer rate of disc arrays is lost, and the automatic load balancing claims of raid do not apply.

4.
Current software will have a difficult time with giant discs implied by raid5.

5.
So, rather than map the array as one big logical disc, parity striping maps it as N+1  conventional (but very reliable) discs.  Each logical disc maps to most of one physical disc.  This has fault containment, load balancing, and software benefits.


Previous analysis of disc arrays used for reliable storage focused on their attractive cost/gb and their high data transfer rate.  The discussion here focused on response time and throughput.  With that point of view, mirrored discs are the best reliable storage choice for applications which are disc-arm limited and which cannot absorb data at current device speeds.  Parity striping offers the low cost/gb of disc arrays, while sacrificing the high transfer rate of RAID5 schemes, and accepting a 40% reduction in throughput compared to mirrored schemes.  Perhaps the best way to see these differences is to look at the price and performance of a single modern disc in an array configured in the four different ways:

This table shows that parity striping provides an attractive compromise between RAID5 and mirrors.  As argued in the previous section, parity striping has some additional advantages over raid5: it has preferable fault containment and operations features.  Perhaps most importantly, it causes minimal software disruption.  Its major drawback when compared to raid5, is the reduced data transfer bandwidth -- 2mb/s rather than 22mb/s with current discs and 6mb/s rather than 66mb/s with future discs.  For many applications, only a small part of disc response time is data transfer time, so this bandwidth advantage at the cost of increased queueing is a false economy (see Table 2 above).

Given this point of view, we recommend that anyone implementing an array controller should support standard discs (no parity), mirrored discs, raid5, and parity stripe.  Standard discs give the best performance and cost/gb, mirrors give the highest throughput reliable storage,  raid5 gives high-transfer rates to and from reliable storage, and parity stripe gives the reliable storage with cost/gb of raid5, but has additional benefits.  The marginal cost of supporting all these options should be small since the hardware requirements for raid5 and parity stripe are identical (parity and spindle synchronization logic), and since the software to do the different data mappings is literally a few lines of code.  

Table 2: Comparison of the four designs on a 10+2 array with 16KB requests.





Throughput
Minimum


Configuration
Cost/gb

@50% utilization
Response Time






requests/arm/s
ms/request



read
write
read
write

Standard
1.0k$/gb
15.2r/s
15.2r/s
33ms
33ms 


Mirrors
2.0k$/gb
16.9r/s
7.0r/s
30ms
36ms 


Parity Stripe
1.2k$/gb
13.8r/s
4.4r/s
33ms
52ms 


raid5
1.2k$/gb
1.3r/s
0.8r/s
32ms
49ms 
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Appendix: Spreadsheets of Graphs 8,9 and 10

Modern Disc: 17ms seek, 3600rpm, 2MB/s.
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seek time
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0.33
333
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0.59
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0.63
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57
153
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0.66
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89
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420
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0.68
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24
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11
153
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153
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0.70
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24
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11
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0.72
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24
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525
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0.73
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25
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Mirrored disc Shortest Seek 
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throughput (10+2 drives)
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Future disc: 10ms seek, 6000rpm, 6MB/s.
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throughput (10+2 drives)
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2
2
308
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4
4
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8
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24
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transfer_rate
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20
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11
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15
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2
ms
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11
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15
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cutoff

0.2
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11
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11
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slope1
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512
11
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24
17
13
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58
 
slope2

0.01119


1000
11
30
14
13
11
33
16
33
33
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11.051
ms

Parity Striped Disc Arrays
OUTLINE
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The Concept (the 10x10 100 GB Disc Card 

Array Benefits 1: High Transfer Rate Disc Striping 

The Array Problem: MTBF

Array Benefits 2: Fault Tolerance:



Disc Fault Model



Mirrored Discs




RAID Taxonomy




RAID Read/Write Fault Tolerance




The Controller Debate

Parity Stripe Benefit: Access/Second Throughput



The Goal: Maximize Access per Second



The idea




Performance on Read / Write 




Other Virtues




Restatement

 Disc Technology Trends

Discs are getting cheaper


10 years Ago
Now
Future


20,000$ 
->  200$
->20$

Discs are getting Smaller


14”
5 EQ \f(1,4) ”
1”

Transfer Rate Not Improving Much


1 MB/s
3 MB/s
10 MB/s

Access Time Not Improving Much


30ms
20 ms
10 ms

 Why Disc Arrays?

20$ Discs => Many discs (~10,000 for “mainframe”)

Many Discs  => Many Disc Faults



Disc MTBF ~400,000 hours



40,000 discs => ~2 fault / day

Array Benefits:


1: High 
Transfer Rate By Parallel Transfer

 

2: Fault Tolerance via Redundant Storage

The Concept

The 10x10 Disc Card (100 GB)
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 Array Benefits 1: High Transfer Rate

Disc Striping 
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Treat each disc like a memory chip

Read and write in parallel (byte/sector) 



Page size is N x 4K ~ 100KB.

Hardware Options:

 
Synchronize spindles (allows byte interleave)



error handling (defects) discourages this.

Software Options


Do it in software (many discs on many channels)


Cray, Datavault, MVS, VMS,... do it

The Array Problem

Many Discs => Many Errors

 100 Disc MTBF is 100x worse

(~3 weeks not  5 Years)
SOLUTIONS:


DUPLEX Discs, Controllers, Paths, Power,...: 



Good for small read+writes


RAID (Redundant Arrays of Inexpensive Discs)



N data discs + parity disc.

or

N data discs + M error correct discs




Good for 




Space utilization (10% overhead, not 100%)




read cost (single read if no error)



But small write cost is 3x



 

(read parity, write data,parity)




compared to duplex 2x
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Fault Tolerance: Disc Fault Model

Disc is Fail-Fast:


On write: 
writes good data or nothing


On read: 
reads correct data or





soft data read error
1 hour





recoverable seek error
6 hours





maskable data read error
3 days





detects bad read.
1 Year





miscorrects read error
10 M year


Spontaneously:  Page Fails
1 Year





Drive Fails

  5 Years

Array Benefit: Fault Tolerance

MIRRORED DISCS
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•
Dual modules (controller, disc)

•
Dual data paths (4 paths to data)

•
Read any, write both

•
Each module must be failfast (disc, controller, path)

•
MTBF2 ~     EQ \f(MTBF2,2 x MTTR)  
Typical module 
MTBF
~100Khr.
MTTR ~12hr

Typical observed pair MTBF:  >> 1,000 year


(note: repair by sparing discs)

Array Benefit: Fault Tolerance

RAID3 Solution: 

Parity + Spare discs (n+2)

could use ECC but not needed because  disc is fail fast
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Not shown:  duplexed controllers with atomic writes.

Array Benefit: Fault Tolerance

RAID5 Solution: 

Problem: Parity Disc Hotspot ( 10 x update traffic)

Solution: stripe parity across discs, 


each has 1/nth of parity


each has 1/nth of parity load
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parity block[i] = disc[i mod 9] . block[i/9]

note this also improves READ bandwidth

RAID Taxonomy

(Redundant Arrays of Inexpensive Discs)

Striping:

Spread data across all N discs (bytes,sectors)




High speed read / write


Cray etc.    

RAID1:

 EQ \f(N,2)  pairs of discs (duplexed, mirrored, ...). 


Tandem etc.    

RAID2:

N data discs + M  ecc discs




Bit interleaved  across discs


Data Vault (tmi)   

RAID3:

N data discs + 1 parity disc 




disc read is failfast so software can correct




Bit interleaved  across discs


Micropolis   

RAID4:

N data discs + 1 parity disc 




Sector interleaved  across discs




(allows independent “small” reads)


?  

RAID5:

Distribute Parity across all discs




(spreads parity hotspot across all discs) 




disc read is failfast so use software correct




Sector interleaved  across discs


AS400,...  

Parity Stripe:  N data discs + 1 parity disc + software




Distribute parity across discs




Looks like N+1 Discs




(high throughput, low cost/protected GB).  

G. Gibson, R. Katz, D. Patterson, A Case for Redundant Arrays of Inexpensive Discs, (RAID), SIGMOD 88.

Writing A Block (no fault case)

P2 = (P2 xor Old_D4) xor New_D4
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Note: If writing a whole row: no need to read old parity
Reading A Damaged Block

Old_D4 = (P2 xor D5)


 EMBED Word.Picture.8  



Fault Tolerance
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Rewrite From Backup Controller
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The Controller Debate

All Agree That Striping Data or Parity is Good


(page, track, spindle granularity is debated) 


Gives  Low $/reliable GB and



     Bandwidth (~100mb/s) if fine grained striping 

Debate: 

Logic in controller
                  Conventional Hardware
provides parity/ecc           CPU 
Stripe/Mirror as needed
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Argument for Software Striping & Mirrors 


simplicity / flexibility


uses commodity products


(raid controller will not be a commodity)


high bandwidth needs multiple channels

Argument against: 


offload /hardware parity check.


special purpose & cheap hardware for controller

Stripping Granularity

Premise So Far:


Want high sequential bandwidth


With low $/reliable GB 


Unit of IO IS 100KB read/write (aligned)

Problem with Striping:


The BIG DISC Problem:



Disc Delivers 25 accesses/second:
  




100MB
1 a/s/4MB,  




1GB
1 a/s/40MB



10GB
1 a/s/400MB



100GB
1 a/s/4GB


Only Super Computers can absorb 75MB/s


Arms are the scarce/queueing resource


Array good if DISC is used as TAPE: 








Purely Sequential

How can we optimize accesses/second?



(and still get good $/reliable GB?)   

Treat each disc as independent, allow reads to one disc.

Parity Striping

Maximizes Accesses/Second

Minimizes Arm Utilization / Access


Split parity across drives



first 100MB to drive 0



last 100MB to drive 9 


DO NOT stripe data at all,  Get N+1 Data Discs
Hence the name: Parity Striping

Then 
data reads use only one arm




data writes use only 2 arms


Sacrifice bandwidth for more io/s.
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• 
Most Discs are 50% empty
: 
25% performance, 







25% growth

•
Most systems can’t use 40MB/s (100x Ethernet).

•
Most OS cannot support 40GB/disc

READ Response Time & Throughput


Minimum Read Response Time vs Request Size
Read Request Throughput vs Request Size  


for RAID5, Mirrors, and Parity Stripe
for RAID5, Mirrors, and Parity Stripe

at Zero-load
at 50% load
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WRITE Response Time & Throughput


Minimum Write Response Time vs Request Size
Write Request Throughput vs Request Size  


for RAID5, Mirrors, and Parity Stripe
for RAID5, Mirrors, and Parity Stripe

at Zero-load
at 50% load
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Parity Striping Virtues

10+2 array, 1K stripe, 16KB IO





Throughput
Minimum 


Configuration
Cost/gb*
@50% utilization 
ResponseTime






requests/arm/s
ms/request



read
write
read
write

Standard
1.0k$/gb
15.2r/s
15.2r/s
33ms
33ms 


Mirrors
2.0k$/gb
16.9r/s
7.0r/s
30ms
36ms 


Parity Stripe
1.2k$/gb
13.8r/s
4.4r/s
33ms
52ms 


raid5
1.2k$/gb
1.3r/s
0.8r/s
32ms
49ms 

Low Cost/GB: 
≈ RAID5

Performance:
Response time: about the same  





Throughput:  40% less vs 90% less

Fault Containment:  can still operate with 2 failures

Many Small discs: Easier software migration

Issues:


Expensive controllers


Performance with a single failure 


Parity hotspot: 10% of disc gets 90% of traffic



(when one disc fails, load on others doubles)

Restatement

Discs Store Data =>
$/GigaByte

Discs Access Data =>
response time






throughput (access/second)

For small requests (<64KB), throughput is dominated by






queueing






seek + rotate 





Transfer time not a major component.

So parallel transfer of RAID5 does not help throughput.

To minimize #arms/transfer => Parity Stripe.

Outline / Summary

 Why Disc Arrays?




Disc Technology Trends




Why Disc Arrays?




The Concept (the 10x10 100 GB Disc Card 

Array Benefits 1: High Transfer Rate Disc Striping 

The Array Problem: MTBF

Array Benefits 2: Fault Tolerance:



Disc Fault Model



Mirrored Discs




RAID Taxonomy




RAID Read/Write Fault Tolerance




The Controller Debate

Parity Stripe Benefit: Access/Second Throughput



The Goal: Maximize Access per Second



The idea




Performance on Read / Write 




Other Virtues




Restatement

Parity Striped Disc Arrays
OUTLINE

Why Disc Arrays?




Disc Technology Trends




Why Disc Arrays?




The Concept (the 10x10 100 GB Disc Card 

Array Benefits 1: High Transfer Rate Disc Striping 

The Array Problem: MTBF

Array Benefits 2: Fault Tolerance:



Disc Fault Model



Mirrored Discs




RAID Taxonomy




RAID Read/Write Fault Tolerance




The Controller Debate

Parity Stripe Benefit:  High Throughput (access/second)



The Goal: Maximize Access per Second



The idea




Performance on Read / Write 




Other Virtues




Restatement

 Disc Technology Trends

Discs are getting cheaper


10 years Ago
Now
Future


20,000$ 
->  200$
->20$

Discs are getting Smaller


14”
5 EQ \f(1,4) ”
1”

Transfer Rate Not Improving Much


1 MB/s
3 MB/s
10 MB/s

Access Time Not Improving Much


30ms
20 ms
10 ms

 Why Disc Arrays?

20$ Discs => Many discs (~10,000 for “mainframe”)

Many Discs  => Many Disc Faults



Disc MTBF ~400,000 hours



40,000 discs => ~2 fault / day

Array Benefits:


1: High 
Transfer Rate By Parallel Transfer

 

2: Fault Tolerance via Redundant Storage

The Concept: The 10x10 Disc Card (100 GB)
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Array Benefits 1: High Transfer Rate:  Disc Striping 
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Treat each disc like a memory chip

Read and write in parallel (byte/sector) 



Page size is N x 4K ~ 100KB.

Hardware Options:

 
Synchronize spindles (allows byte interleave)



error handling (defects) discourages this.

Software Options


Do it in software (many discs on many channels)


Cray, Datavault, MVS, VMS,... do it

The Array Problem

Many Discs => Many Errors:100 Disc MTBF is 100x worse:(~3 weeks not  5 Years)
SOLUTIONS:


DUPLEX Discs, Controllers, Paths, Power,...: 



Good for small read+writes


RAID (Redundant Arrays of Inexpensive Discs)



N data discs + parity disc.

or

N data discs + M error correct discs




Good  for  
Space utilization (10% overhead, not 100%)





read cost (single read if no error)



But small write cost is 3x    (read parity, write data,parity)  compared to duplex 2x


Chen, P., Patterson, D. Maximizing Performance in a Striped Disc Array,  Proc.  ACM SIGARCH 90.

G. Gibson, R. Katz, D. Patterson, A Case for Redundant Arrays of Inexpensive Discs, (RAID), SIGMOD 88.

G. Gibson, Peter Chen, R. Katz, D. Patterson, Introduction To Redundant Arrays of Inexpensive Discs (RAID), Compcon 89

J. Gray, B. Horst, M. Walker: “Parity Striping of Disc Arrays: Low-Cost Reliable Storage with Acceptable Throughput”, To appear VLDB 1990.
M. Kim, Synchronized Discs Interleaving, IEEE TOC, V. C35 #11, Nov 1986

S. Ng,  Design Alternatives for Disc Duplexing, IBM RJ 5481, Jan 1987

S. Ng, Lang, D., Sellinger, R., Tradeoffs Between Devices and Paths In achieving Disc Interleaving, IBM RJ 6140, Mar 1988

S. Ng, Some Design Issues of Disc Arrays, Compcon 89

M. Schulze, G. Gibson, R. Katz, D. Patterson, How Reliable is RAID?, Compcon 89

Fault Tolerance: Disc Fault Model

Disc is Fail-Fast:


On write: 
writes good data or nothing


On read: 
reads correct data or





soft data read error

1 hour





recoverable seek error
6 hours





maskable data read error
3 days





detects bad read.

1 Year





miscorrects read error

10 M year


Spontaneously:  Page Fails



1 Year





Drive Fails

 
 5 Years

Array Benefit 2: Fault Tolerance: MIRRORED DISCS


 EMBED Word.Picture.8  


•
Dual modules (controller, disc)

•
Dual data paths (4 paths to data)

•
Read any, write both

•
Each module must be failfast (disc, controller, path)

•
MTBF2 ~     EQ \f(MTBF2,2 x MTTR)  
Typical module 
MTBF
~100Khr.
MTTR ~12hr  (note: repair by sparing discs)

Typical observed pair MTBF:  >> 1,000 year

Array Benefit 2: Fault ToleranceRAID3 Solution: 

Parity + Spare discs (n+2)

could use ECC but not needed because  disc is fail fast
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Not shown:  duplexed controllers with atomic writes.

Array Benefit 2: Fault Tolerance :RAID5 Solution: 

Problem: Parity Disc Hotspot ( 10 x update traffic)

Solution: stripe parity across discs, 


each has 1/nth of parity


each has 1/nth of parity load
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parity block[i] = disc[i mod 9] . block[i/9]

note this also improves READ bandwidth

RAID Taxonomy

(Redundant Arrays of Inexpensive Discs)

Striping:

Spread data across all N discs (bytes,sectors)




High speed read / write


Cray etc.    

RAID1:

 EQ \f(N,2)  pairs of discs (duplexed, mirrored, ...). 


Tandem etc.    

RAID2:

N data discs + M  ecc discs




Bit interleaved  across discs


Data Vault (tmi)   

RAID3:

N data discs + 1 parity disc 




disc read is failfast so software can correct




Bit interleaved  across discs


Micropolis   

RAID4:

N data discs + 1 parity disc 




Sector interleaved  across discs




(allows independent “small” reads)


?  

RAID5:

Distribute Parity across all discs




(spreads parity hotspot across all discs) 




disc read is failfast so use software correct




Sector interleaved  across discs


AS400,...  

Parity Stripe:  N data discs + 1 parity disc + software




Distribute parity across discs




Looks like N+1 Discs




(high throughput, low cost/protected GB).  

G. Gibson, R. Katz, D. Patterson, A Case for Redundant Arrays of Inexpensive Discs, (RAID), SIGMOD 88.

Writing A Block (no fault case)

P2 = (P2 xor Old_D4) xor New_D4
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Note: If writing a whole row: no need to read old parity
Reading A Dammaged Block

Old_D4 = (P2 xor D5)
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Fault Tolerance
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Rewrite From Backup Controller
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The Controller Debate

All Agree That Striping Data or Parity is Good


(page, track, spindle granularity is debated) 


Gives  Low $/reliable GB and



     Bandwidth (~100mb/s) if fine grained striping 

Debate: 

Logic in controller
                  Conventional Hardware
provides parity/ecc           CPU 
Stripe/Mirror as needed
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Argument for Software Striping & Mirrors 


simplicity / flexibility


uses commodity products


(raid controller will not be a commodity)


high bandwidth needs multiple channels

Argument against: 


offload /hardware parity check.


special purpose & cheap hardware for controller

Stripping Granularity

Premise So Far:


Want high sequential bandwidth


With low $/reliable GB 


Unit of IO IS 100KB read/write (aligned)

Problem with Striping:


The BIG DISC Problem:



Disc Delivers 25 accesses/second:
  




100MB
1 a/s/4MB,  




1GB

1 a/s/40MB



10GB

1 a/s/400MB



100GB
1 a/s/4GB


Only Super Computers can absorb 75MB/s


Arms are the scarce/queueing resource


Array good if DISC is used as TAPE: 
Purely Sequential

How can we optimize accesses/second?



(and still get good $/reliable GB?)   

Treat each disc as independent, allow reads to one disc.

Parity Striping: Minimizes Arm Utilization


Split parity across drives



first 100MB to drive 0



last 100MB to drive 9 


DO NOT stripe data at all,  Get N+1 Data Discs
Hence the name: Parity Striping

Then 
data reads use only one arm




data writes use only 2 arms


Sacrifice bandwidth for more io/s.
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• 
Most Discs are 50% empty
: 
25% performance, 







25% growth

•
Most systems can’t use 40MB/s (100x Ethernet).

•
Most OS cannot support 40GB/disc

READ Response Time & Throughput


Minimum Read Response Time vs Request Size
Read Request Throughput vs Request Size  


for RAID5, Mirrors, and Parity Stripe
for RAID5, Mirrors, and Parity Stripe

at Zero-load
at 50% load
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WRITE Response Time & Throughput


Minimum Write Response Time vs Request Size
Write Request Throughput vs Request Size  


for RAID5, Mirrors, and Parity Stripe
for RAID5, Mirrors, and Parity Stripe

at Zero-load
at 50% load
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Parity Striping Virtues

10+2 array, 1K stripe, 16KB IO





Throughput
Minimum 


Configuration
Cost/gb*
@50% utilization 
ResponseTime






requests/arm/s
ms/request



read
write
read
write

Standard
1.0k$/gb
15.2r/s
15.2r/s
33ms
33ms 


Mirrors
2.0k$/gb
16.9r/s
7.0r/s
30ms
36ms 


Parity Stripe
1.2k$/gb
13.8r/s
4.4r/s
33ms
52ms 


raid5
1.2k$/gb
1.3r/s
0.8r/s
32ms
49ms 

Low Cost/GB: 
≈ RAID5

Performance:
Response time: about the same  





Throughput:  40% less vs 90% less

Fault Containment:  can still operate with 2 failures

Many Small discs: Easier software migration

Issues:


Expensive controllers


Performance with a single failure 


Parity hotspot: 10% of disc gets 90% of traffic



(when one disc fails, load on others doubles)

Restatement

Discs Store Data =>
$/GigaByte

Discs Access Data =>
response time




throughput (access/second)

For small requests (<64KB), throughput is dominated by
queueing









seek + rotate 









Transfer time not a major component.

So parallel transfer of RAID5 does not help throughput.

To minimize #arms/transfer => Parity Stripe.

Outline / Summary

 Why Disc Arrays?




Disc Technology Trends




Why Disc Arrays?




The Concept (the 10x10 100 GB Disc Card 

Array Benefits 1: High Transfer Rate Disc Striping 

The Array Problem: MTBF

Array Benefits 2: Fault Tolerance:



Disc Fault Model



Mirrored Discs




RAID Taxonomy




RAID Read/Write Fault Tolerance




The Controller Debate

Parity Stripe Benefit:  High Throughput (access/second)



The Goal: Maximize Access per Second



The idea




Performance on Read / Write 




Other Virtues




Restatement

� EMBED Word.Picture.8  ���


Figure 7: The parity stripe approach.  1/Nth of each disc is dedicated as a parity zone, denoted Pi in the illustration, leaving N slightly smaller logical discs containing N data zones.  Each data zone maps to a distinct parity zone on some other disc -- the color coding shows this mapping.  Read requests to a logical disc involve only a single physical disc unless there is a failure.  Write requests typically involve only one logical zone and so only two physical discs: the data zone and its parity zone disc.  So parity striping has disc utilization similar to mirroring.  Each parity zone contains the XOR of all zones which map to it.  As with raid, a spare disc and multiple controllers are configured so that a failed disc can be quickly reconstructed.











� This strips the parity from upper left to lower right.  Garth Gibson uses the equations:  logical block i is physical block  i/N˚of disc i mod (N+1), and its parity block is physical block i/N˚of disc (-1-i) mod (N+1) which stripes the data from upper right to lower left.  The two designs are equivalent.  Gibson's equations avoid the "j" term in the text.


 2 Although not highlighted in this paper, this retry logic is new.  It works for parity stripe and raid5 arrays.  Making raid writes atomic (all or nothing) has been a major sticking point for some database applications.


� Since this study was done (1984), IBM has  twice doubled the storage capacity under each disc arm.  Presumably, this extra capacity has gone unused in many applications.


�Software parallelism is often used to exceed these rates. Examples of this are Teradata, Gamma [Schneider], and NonStop SQL.   These designs assign a process and processor to work on the data of each disc and so these systems are not obvious candidates for raid schemes that make many discs look like one disc.


� To make the arithmetic simple, we place the parity stripe at the end of the disc.  Since it is frequently written, an organ-pipe distribution would probably  placed it in the center cylinders to minimize seek time [Hardy].


� The cost of the controllers is ignored here.  Standard and mirror configurations can use standard commodity controllers, while parity stripe and raid5 designs require specialized and high-performance controllers to do the parity computation, spindle synchronization, and data reconstruction.  So the price advantages of parity stripe and raid5 are overstated here. 


� Gelb, J.P., "System-Managed Storage", IBM Sys. J. V28.1 1989. pp. 77-103





� Gelb, J.P., "System-Managed Storage", IBM Sys. J. V28.1 1989. pp. 77-103








appeared in VLDB 90 




_1034539233.unknown

_1034539243.unknown

_1034539249.unknown

_1034539251.unknown

_1034539253.unknown

_1034539250.unknown

_1034539247.unknown

_1034539248.unknown

_1034539246.unknown

_1034539244.unknown

_1034539238.unknown

_1034539241.unknown

_1034539242.unknown

_1034539239.unknown

_1034539236.unknown

_1034539237.unknown

_1034539234.unknown

_1034539224.unknown

_1034539228.unknown

_1034539231.unknown

_1034539232.unknown

_1034539230.unknown

_1034539226.unknown

_1034539227.unknown

_1034539225.unknown

_1034539219.unknown

_1034539222.unknown

_1034539223.unknown

_1034539220.unknown

_1034539215.unknown

_1034539217.unknown

_1034539218.unknown

_1034539216.unknown

_1034539213.unknown

_1034539214.unknown

_1034539210.unknown

_1034539211.unknown

_1034539209.unknown

_1034539208.unknown

